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Abstract—LTE-advanced and other 4G cellular stan-
dards allow relay nodes (RNs) to be deployed as a substitute
for base stations (BSs). Unlike a BS, an RN is not directly
connected to the backbone. Rather, each RN is associated
with a donor BS, to which it is connected through the
OFDMA wireless link. A very important task in the
operation of a wireless network is packet scheduling. In
a network with RNs, such scheduling decisions must be
made in each cell not only for the BS, but also for the
RNs. Because the scheduler in a network with RNs must
take into account the transmission resources of the BS and
the RNs, it needs to find a feasible schedule that does
not exceed the resources of a multi-dimensional resource
pool. This makes the scheduling problem computationally
harder than in a network without RNs. In this paper we
define and study the packet-level scheduling problem for
a network with RNs. This problem is not only NP-hard,
but also admits no efficient polynomial-time approximation
scheme. To solve it, we propose an efficient algorithm
with a performance guarantee, and a simple water-filling
heuristic. To the best of our knowledge, our algorithm
is the first packet-level scheduling algorithm that provides
a performance guarantee for a network with RNs. Using
simulations, we evaluate our new algorithms and show that
they perform very well.

I. INTRODUCTION

The advent of sophisticated mobile devices and new
applications has made spectral optimization crucial for
wireless networks. New 4G technologies, such as LTE
Advanced [2], employ OFDMA in their physical layer
and use new concepts such as MIMO, CoMP and Relay
Nodes (RNs) [4], [22], [23], [25], [26], [36] to increase
the throughput.

Deploying long-range wireless networks with good
coverage is a complex task, one that introduces a trade-
off between cost and performance. One example of this
trade-off is the desire to decrease the size of the cells
in order to increase the network bandwidth available to
every user. But decreasing cell size by adding more base
stations (BSs) increases installation costs substantially,
because the most expensive factor in the installation of
a new BS is connecting it to the optical backbone.

To overcome this barrier, 4G cellular standards allow
RNs to be deployed as a substitute for BSs. Unlike a
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Fig. 1. (a) Example of a network with RNs and their donor BSs; and
(b) An abstract structure of the LTE frame

BS, an RN is not directly connected to the backbone.
Rather, each RN is associated with a donor BS, to which
it is connected through the OFDMA wireless link (see
Figure 1(a)). Each user equipment (UE) receives its data
packets either directly from the BS, or indirectly over the
BS→RN→UE route. The performance benefits from the
deployment of RNs are three-fold: (a) increased network
density; (b) increased network coverage; (c) increased
network roll-out speed.

An important task in the operation of a wireless
network is packet scheduling. This task comprises all
real-time decisions that must be made by the BS before
transmitting data on the downlink channel: which data
packets to transmit during the next OFDMA subframe,
which modulation and coding scheme (MCS) to use for
each packet, whether to transmit a packet directly to the
UE or via an RN, and so on. In a network with RNs,
such scheduling decisions must be made for the RNs
as well. In this paper we propose the first packet-level
scheduling algorithm for such networks. While a user-
level scheduling algorithm [26], [31], [37] is used for
admission control, as part of the handover procedure, a
packet-level scheduling algorithm is needed for deciding
which packet to transmit and using what MCS.

Adding RNs to the network makes the scheduling
problem computationally harder. Without RNs, the BS
needs to decide which packets to transmit and which
MCS to use for each transmitted packet. Each trans-
mission of a packet using some MCS requires a cer-



tain amount of bandwidth in the next subframe and is
associated with a certain utility function. The goal is
to maximize the total profit without exceeding the total
bandwidth. Therefore, without RNs, the scheduling prob-
lem is equivalent to the known NP-hard Multiple-Choice
Knapsack Problem (MCKP) [18], to which excellent
approximations, heuristics and dynamic programming
algorithms exist.

In a network with RNs, the scheduler must also take
into account the bandwidth available to each RN. Thus,
each packet transmission now has a 2-dimensional size:
the first dimension indicates the bandwidth resources
required for the BS→RN transmission and the second
indicates the bandwidth resources required for the RN
→UE transmission. Thus, the scheduler must find a
feasible schedule that does not exceed the resources of
a multi-dimensional resource pool, whose number of di-
mensions depends on the number of RNs. This makes the
scheduling problem in a network with RNs more similar
to an extension of MCKP into multiple dimensions, a
problem known as d-dimensional Multiple-Choice Knap-
sack (d-MCKP), which is computationally harder than
MCKP. In order to solve this problem for a network with
RNs, we transform it into a less general case of d-MCKP
called sparse d-MCKP, and propose efficient algorithms
to solve this new problem. One of our algorithms is
proven to have a performance guarantee, and can also
be optimal for realistic input size.

For ease of presentation, we explain the main concepts
of our proposed algorithms for a BS with one omnidirec-
tional antenna, although in many cellular networks that
employ RNs the BS uses multiple directional antennas
(also known as sectors). For such multi-sector networks,
the algorithms proposed in this paper can be invoked
independently for each sector, in which case the BS in
each sector would also run an independent scheduler,
for its directional antenna and for each RN in its sector.
If this option is chosen, no changes are required to the
proposed algorithms.

The rest of the paper is organized as follows. In
Section II we discuss related work. In Section III we
present our scheduling network. In Section IV, we define
the new “OFDMA Scheduling with Relays and Dynamic
MCS Selection” problem, which is the core of this paper.
We show that it is NP-hard and equivalent to a special
case of d-MCKP. In Section V we present efficient
algorithms for solving this new problem. In Section VI
we show how to adapt our algorithms to inband relaying.
Section VII presents an extensive simulation study and
Section VIII concludes the paper.

Table I summarizes the main abbreviations and
acronyms used throughout the paper.

Acronym Meaning
BS Base Station
CQI Channel Quality Indication
d-KP d-dimensional Knapsack Problem

d-MCKP d-dimensional Multiple-Choice Knapsack
problem

GAP Generalized Assignment Problem
MCKP Multiple-Choice Knapsack Problem
MCS Modulation and Coding Scheme
RN Relay Node
SINR Signal to Interference plus Noise Ratio
UE User Equipment (the mobile host)

TABLE I
ABBREVIATIONS AND ACRONYMS USED IN THE PAPER

II. RELATED WORK

Our paper is the first to propose packet-level schedul-
ing algorithms for an OFDMA/LTE network with re-
lay nodes (RNs). We therefore classify the papers de-
scribed in this section into two groups. The first in-
cludes papers that propose packet-level scheduling for
an OFDMA/LTE network without RNs. The second
includes papers that address scheduling related issues in
a network with RNs.

Papers belonging to the first group are [5], [10], [11],
[30]. The most relevant work is probably our recent pa-
per on joint scheduling in OFDMA networks [11]. Both
that paper and this one propose a packet level scheduling
algorithm to be employed by a scheduling logic at the
BS once every OFDMA subframe. Both papers solve
the most basic and most important scheduling question:
which transmitter will transmit which packet and using
what modulation and coding scheme (MCS). However,
the two papers solve different problems. In [11], the
scheduling decisions are made for multiple independent
sectors. This problem is shown to be related to the
theoretical Generalized Assignment Problem (GAP). In
contrast, in this paper, scheduling decisions are made for
a BS and its RNs. The resulting problem is shown to be
more similar to the theoretical d-dimensional Knapsack
Problem (d-KP) or d-MCKP problem. This is because
every packet to be transmitted via an RN must be
allocated resources from 2 pools, and these packets can
be transmitted using any one of several possible MCSs.
This makes for a different and computationally harder
problem than GAP.

Papers in the second group include [26], [31],
and [37]. In these papers, layer-2 user-level admission
control algorithms are proposed for OFDMA networks
with relays. In [26], the authors consider a cell with
RNs, and assume that there is no direct wireless link
between the BS and the UEs. The UEs are either
delay sensitive or non-delay sensitive, and algorithms
that select one of four possible transmission strategies
for each UE are presented. In [31], an algorithm for
maximizing the total cell throughput while stabilizing
user queues is proposed. In [37], two algorithms for
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utilizing spatial reuse are developed and are shown to
improve the throughput. All these papers address the
problem of deciding the transmission rates of the BS and
RNs to each user. However, we distinguish between this
“user-level admission control” problem, and our “packet-
level RN scheduling” problem, mainly because in our
model different packets of the same user might have
different priority. Another important difference is that we
allow different packets of the same user to be transmitted
using different MCS, while in above-mentioned works
the same MCS is determined for each user.

In [32], the throughput of a network with RNs is
improved through adaptive frame segmentation and em-
ploying spatial reuse by RNs. In [14], the implementation
aspects and constraints of the simplest network coding
schemes for a two-way relay channel in LTE is consid-
ered.

In [7], [17], and [25], relay strategies are compared.
In [25], the downlink performance for layer-3 and layer-1
relays is investigated. System-level simulations are used
to demonstrate the impact of several relay conditions.
In [29], the performance of several emerging half-duplex
relay strategies in interference-limited cellular systems is
analyzed. The performance of each strategy as a function
of location, sectoring, and frequency reuse are compared
with localized base station coordination. In [17], the
performance of an infrastructure based multi-antenna
relay network in the absence of a direct link is studied.
As expected, their results show that the performance
depends on the location of the RNs. Finally, in [7], the
authors evaluate relay based heterogeneous deployment
within the LTE-Advanced uplink framework. Different
power control optimization strategies are proposed for
3GPP urban and suburban scenarios.

III. NETWORK MODEL

A. Inband vs. Outband Relaying

We consider a cell with a BS at its center and R RNs,
as shown in Figure 3(b) for R = 3 (frequency reuse
aspects of this figure are discussed later on). Figure 1(b)
shows a schematic structure of a 10-ms LTE frame,
divided into 10 1-ms subframes1.

Each RN is connected to its BS by an OFDMA
wireless link, using either inband or outband relaying. In
outband relaying, BS and RN transmissions use different
subbands. Therefore, they can transmit simultaneously
in each subframe, with no interference (Figure 2(a)).
In inband relaying, however, the transmissions from the
BS to the RNs or to the UEs are performed over the
same subbands as those from the RNs to the UEs.
Thus, simultaneous transmissions by the BS and RNs

1We are trying to abstract the problem in the most generic way.
Therefore, we skip some of the LTE physical layer details that are not
directly relevant to the description of the problem and algorithms.
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are not possible unless sufficient isolation in time or in
space is ensured. Figure 2(b) assumes such isolation: in
every two consecutive subframes, one is dedicated for
transmissions from the BS and one for transmissions
by the BS and RNs to UEs (isolation in time). The
BS and the RNs can transmit together in every second
subframe only if they are located far enough from each
other (isolation in space). Otherwise, only the RNs can
transmit in every second subframe.

B. Our Scheduling Model

In an LTE network with RNs, one may distinguish
between distributed and centralized scheduling. In dis-
tributed scheduling, each transmission entity, namely, a
BS or an RN, autonomously decides what to transmit in
every subframe. In centralized scheduling, all transmis-
sion decisions for the BS and the RNs are performed by
the BS. In this paper we focus on centralized scheduling,
because it has an important advantage over distributed
scheduling [16]: the scheduler has a global view of the
network resources and can optimize their usage. For
instance, if an RN is overloaded, the BS can decide to
transmit to some UEs directly, even if these UEs have
better SINR with the busy RN than with the BS.

In the considered model, the BS receives periodic
Channel Quality Indications (CQI) [12] from the UEs
and RNs. Using these reports, the BS is able to estimate
the SINR for transmissions from the BS to each UE
or RN. The BS also receives CQI reports on the SINR
between each UE and its RN. These reports are either
transmitted directly by every UE to the BS, or forwarded
by the RNs to the BS over an RN→BS control channel.
The BS uses this information to make the following
decisions: (a) which packet to transmit; (b) whether to
transmit the packet directly or through an RN; (c) if
the packet is not transmitted directly, through which RN
to forward it; (d) which MCS (Modulation and Coding
Scheme) to use for each transmission.

The scheduler determines how many scheduled blocks
to allocate to every packet according to the chosen
MCS. Some MCSs are more efficient, i.e., require fewer
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scheduled blocks, but are less robust to transmission
errors. Other MCSs are less efficient but more robust.
Since there are several “pools” of scheduled blocks that
the scheduler uses, a more formal discussion will require
the following definitions:

Definition 1: A scheduling zone is a set of scheduled
blocks to be assigned for transmission by the same
transmission entity (a BS or an RN).

In the outband relaying model, the scheduler needs to
make a scheduling decision every 1ms subframe for 1
BS scheduling zone and R RN scheduling zones (Fig-
ure 2(a)). Thus, the scheduler has to allocate resources
from R + 1 scheduling zones (pools) every 1ms. In the
inband relaying model, the scheduler needs to make a
scheduling decision every 2ms for two consecutive 1ms
subframes (Figure 2(b)). In the first 1ms subframe, the
scheduler allocates resources only from the BS schedul-
ing zone. In the second 1ms subframe, the scheduler
allocates resources from the BS scheduling zone and
R RN scheduling zones. Thus, in the inband relaying
model, the scheduler has to make decisions for R + 2
scheduling zones every 2ms.

Definition 2: A transmission instance of a packet
is a triple [packet, path, MCSs], where path is either
BS→UE or BS→RNi→UE, and MCSs is a list that
indicates the MCS to be used for the transmission of
the packet over each link along the path (1 link if the
path is BS→UE; 2 links if it is BS→RNi→UE). Each
transmission instance requires allocation of scheduled
blocks from the corresponding scheduling zone(s).

We adopt the profit-based scheduling model proposed
in [13]. Thus, each transmission instance of a data packet
at time t is associated with a profit and a cost. The profit
depends on the following parameters: (a) how important
it is to the application that the packet be delivered at t;
(b) the probability that this packet will be successfully
received by the UE. This probability can be computed
by the BS by taking into account (i) the SINR on each
wireless link (BS→UE or BS→RNi and RNi→UE); (ii)
the length of the packet; and (iii) the MCS used for
transmitting this packet [6], [24].

We now give examples of concrete profit values whose
aim is to optimize either the throughput, energy, delay,
or fairness.
ppackets - This profit value is defined as the packet

transmission success probability. As a result, the profit
sum of all the packets transmitted in a given subframe
is equal to the expected number of successfully received
packets, which is the packet-level throughput.
pthroughput - This profit value is defined as ppackets

multiplied by the length of the packet. As a result, the
sum of all profit values of all transmitted packets equals
the expected number of successfully received bits, i.e.,
bit-level throughput.

penergy - This profit value is defined as pthroughput
divided by the transmission energy cost. As a result, the
sum of all profit values of all transmitted packets equals
the expected number of bits transmitted per energy unit,
namely, the transmission energy utilization.
pdelay - For each packet, this profit value indicates the

probability that this packet will be delivered on time if
it is transmitted during the next subframe. As a result,
the sum of the profit is equal to the expected number
of packets scheduled in a given subframe that will be
delivered on time.
ppf - For each user, the most urgent packet destined for

this user is assigned a profit value of log(pthroughput). The
profit for all remaining packets is set to zero. It is shown
in [19] that an allocation that maximizes

∑
logRu,

where Ru is the rate of user u, is proportional fair.
As a result, a proportional fair allocation is one that
maximizes

∑
ppf.

The success probability for transmitting a given packet
varies from one scheduling zone to another. Thus, the
profit associated with a packet transmission can be
different for different scheduling zones. Moreover, the
profit of a given packet in a given scheduling zone might
also change between two consecutive 1ms subframes,
e.g., due to user mobility.

While the profit of a packet is a scalar, the cost is a
vector that has one or more dimensions: one for each link
over which the packet is scheduled. The cost on each link
is equal to the number of scheduled blocks required for
transmitting the packet in the scheduling zone associated
with this link, which depends on the user SINR in that
zone, on the length of the packet, and on the chosen
MCS. The fact that the cost of a packet is a vector is
what makes the scheduling problem much more difficult
than the NP-hard Multiple-Choice Knapsack Problem
(MCKP), for which very good approximations exist.

C. Frequency Reuse Models

In addition to the decision whether to use inband or
outband relaying, the frequency reuse model must also
be decided upon. In order to describe our algorithms in
a specific context, we focus on two models. However,
these algorithms are easily adaptable to other frequency
reuse models as well. The first model, called model-1, is
shown in Figure 3(a) and is relevant for outband relaying.
Here, bandwidth is partitioned into N +1 subbands: F0,
F1, F2 and F3 (N = 3 in this figure). The BS in every
cell uses subband F0 (i.e., the BSs work using frequency
reuse 1), while all the RNs in every cell use either F1,
F2 or F3. This guarantees that close RNs in neighboring
cells use different subbands. This combination of reuse-1
by the BSs and reuse 1/3 by the RNs can be viewed as
an implementation of FFR (Fractional Frequency Reuse),
which is very common in networks with no RNs [9],
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[21], [27], [35]. Since outband relaying is considered for
this model, the BSs and RNs use different orthogonal
subbands. Thus, the BSs transmit using high power, and
they can reach the cell-edge UEs with no interference
from/to their RNs.

The second model, called model-2, is shown in Fig-
ure 3(b) and is relevant for inband relaying. This model
employs a complete reuse-1, where every BS and every
RN uses all subbands. To avoid interference with their
RNs, the BSs transmit using lower power than in model-
1. But this power is sufficient to allow each BS to reach
its RNs with good SINR. The transmission power of the
RNs is strong enough to reach their cell edge UEs, but
not so strong so as to interfere with other RNs in the
same or adjacent cell.

We emphasize that this paper does not claim that the
considered frequency reuse model is the best for an LTE
network with RNs. The decision about which model to
use depends on many factors and regulations that are
beyond the scope of this paper. We use model-1 and
model-2 because we believe that they are general enough
for presenting our ideas and algorithms in a concrete
context.

IV. THE SCHEDULING PROBLEM

This section is divided into two subsections. In the
first subsection, we define the scheduling problem in
OFDMA networks with RNs and show hardness results.
In the second subsection, we define a new theoretical
problem called sparse d-MCKP and show that it is
equivalent to our OFDMA scheduling problem.

A. Preliminaries

Theoretically, each user can receive its packets from
the BS or from any RN. However, as proven below, a
user may have a reasonable SINR from at most one RN.
Therefore, the scheduler transmits a packet to a user
either directly from the BS or through the RN with which
the user has the best SINR. This RN is referred to as the
default RN of the considered user.

Lemma 1: (a) The user may have an SINR>0dB only
from the default RN (SINR >0dB is chosen because
transmission success probability for SINR no greater
than 0dB is very low [6]); (b) each packet can be as-
sociated with at most (M2+M) transmission instances,
where M is the number of MCSs.

Proof: The SINR of a UE for a packet received
from a BS or an RN is equal to S

I+N0
, where S is the

received power at this UE from the transmitter, I is the
interference power of other simultaneous transmissions,
and N0 is the noise power. In both model-1 and model-
2, all RNs in the same cell transmit using the same
subbands. Therefore, when calculating the SINR of a
UE for RNk, S = Pk and I ≥ ∑

j 6=k Pj , where Pj is

the power of the signal received by this UE from RNj .
This implies that for each UE there can be only one RN
for which the SINR > 1. This RN is the one for which
the received power at this UE is the highest, since in the
expression of the SINR for any other RN this power is
considered as interference. To prove (b), note that by
(a) a packet is either transmitted directly, or through
a specific RN, say RNi. In the first case, the MCS to
be used on the BS→UE link is one of the M possible
MCSs. In the latter case, there are M MCSs for the link
BS→RNi, and M for the link RNi→UE. Thus, there are
at most M2 possible combinations, and the total number
of transmission instances is (M2 +M).

We now define the “OFDMA Scheduling with Relays
and Dynamic MCS Selection” problem, which is the core
of this paper.

Problem 1 (OFDMA Scheduling with Relays and
Dynamic MCS Selection)

Instance: The scheduler is given the number of sched-
uled blocks to be allocated in each scheduling zone.
For each packeti, the scheduler determines the RN with
which the UE has the best SINR, say RNj . It then
considers at most (M + M2) transmission instances
for transmitting this packet to the UE. M instances
are for the direct BS→UE transmission and M2 for
transmissions through RNj , where M is the number of
MCSs. Each transmission instance is associated with a
profit and with a 2-dimensional size: one that indicates
the number of scheduled blocks for the transmission by
the BS, and one that indicates the number of scheduled
blocks for the transmission by the default RN. The latter
is 0 if the packet is transmitted over the BS→UE path.

Objective: Find a feasible schedule that maximizes
the total profit. A feasible schedule is one for which the
number of scheduled blocks available in each scheduling
zone is not exceeded.

As an example, consider a BS that has 3 packets
waiting for transmission: packet1, packet2 and packet3 to
UE1, UE2 and UE3 respectively. Suppose that the default
RNs for these UEs are RN1, RN2 and RN3 respectively.
Examples for two possible schedules are:

(schedule 1) packet1 is transmitted using MCS-1 to
RN1 and then using MCS-2 to UE1; packet2 is
transmitted using MCS-1 to RN2 and then using
MCS-1 to UE2; packet3 is transmitted using MCS-
3 directly to UE3;

(schedule 2) packet1 is transmitted using MCS-1
directly to UE1; packet2 is transmitted using MCS-
2 to RN2 and then using MCS-1 to UE2; packet3
is not transmitted (it might either be transmitted
during one of the next subframes or dropped by the
BS due to lack of bandwidth).

Technically, there are (M2 + M) different ways to
transmit each packet. Thus, the total number of different
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schedules are (M2 + M + 1)3. The “+1” covers the
case where the packet is not transmitted during this
schedule. Obviously, the number of possible schedules
grows exponentially with the number of packets.

We start by showing hardness results for Problem 1
using a reduction from the NP-hard two-dimensional
Knapsack Problem (2-KP) [18]. An instance for 2-KP
is a set of n items and a 2-dimensional knapsack. Each
item i has a profit pi ≥ 0 and a 2-dimensional size: si[1]
and si[2]. The knapsack’s 2-dimensional size is [K1,K2]
where K1 and K2 are integers > 0. The objective is to
find a feasible set of items with a maximum profit. A
feasible set of items is a set for which the total size of
the selected items in each dimension d is at most Kd.

When we compare a transmission instance in Prob-
lem 1 to an item of 2-KP, we see clear similarity:
both are associated with a scalar profit and with a 2-
dimensional cost. However, there is also one difference:
in Problem 1 the 2nd element of the 2-dimensional
cost refers to one of R different scheduling zones (i.e.,
R “knapsacks”), while in 2-KP it refers to the same
knapsack. For example, the scheduler may have the
following two transmission instances for two different
packets:
1) A transmission instance [packet1, BS→RN1→UE1,
MCS-1]. This instance has a cost >0 in the scheduling
zones of the BS and RN1.
2) A transmission instance [packet2, BS→RN2→UE2,
MCS-2]. This instance has a cost >0 in the scheduling
zones of the BS and RN2.
This implies that while we can use 2-KP to show
that Problem 1 is NP-hard, we cannot simply run an
algorithm for 2-KP to solve Problem 1. Note also that
2-KP is not a special case of Problem 1 with R = 1.
This is because each packet in Problem 1 can have

more than one transmission instance from which at most
one is selected, while in 2-KP each item has only one
configuration.

Lemma 2: Problem 1 is NP-hard. Moreover, it is
unlikely that it has an EPTAS2.

Proof: The proof appears in the Appendix.

B. d-MCKP vs. Sparse d-MCKP

Our algorithms for Problem 1 are presented in Sec-
tion V. They first transform an instance of Problem 1
into an instance of another well-known theoretical prob-
lem, called d-dimensional Multiple-Choice Knapsack (d-
MCKP [28]). This problem differs from 2-KP in two
important ways: (a) each item has several configurations,
from which at most one can be chosen for the solution;
(b) the size of each item is a D dimensional vector,
where D is an integer > 0 (i.e., D = 2 does not
necessarily hold). These differences make d-MCKP more
similar to our problem, and allow a solution for d-MCKP
to be transformed into a solution to Problem 1.

An instance of d-MCKP consists of a D-dimensional
knapsack and a set of n items, each with m or fewer D-
dimensional configurations. Each configuration j of item
i has a D-dimensional vector size sji ∈ (N+)

D, in which
the dth dimension sji [d] is an integer ≥ 0. Each config-
uration j of item i has profit pji ≥ 0. The size of the D-
dimensional knapsack is also a vector, [K[1], . . . ,K[D]],
where K[d] is an integer > 0. The objective is to find
a feasible set of configurations such that the profit is
maximized. A feasible set of configurations is a set

2An EPTAS (Efficient Polynomial-Time Approximation Scheme) is
an algorithm which takes an instance of an optimization problem and
a parameter ε>0 and, in time O(f(1/ε) ·nc), where n is the problem
size and c>0 is a constant, produces a solution that is within a factor
1+ε of being optimal.
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for which the total size of the selected configurations
in each dimension d is at most K[d] and at most one
configuration of each item is selected. It is important to
note that despite their similarity, d-MCKP and Problem 1
are different because a configuration of d-MCKP may
have a size > 0 in each of the D-dimensions, whereas a
configuration (transmission instance) in Problem 1 may
have a size > 0 in at most two dimensions: that of the BS
and that of one RN. We take advantage of this difference
in order to develop efficient algorithms for Problem 1.

Lemma 3: Any algorithm for d-MCKP can be trans-
formed into an algorithm for Problem 1 with the same
running time and performance guarantees.

Proof: A transformation similar to that presented in
the proof of Lemma 2 can be used to transform an
instance of Problem 1 into an instance of d-MCKP in
linear time.

Let popt be the total profit of the optimal solution
and α≥1. An ααα-approximation returns a solution whose
profit is at least popt

α .
Many heuristics exist for d-MCKP [3], [8], but

they do not provide a known performance guarantee.
In [28], a (1 + ε)-approximation3 for d-MCKP is given
for ε ≥ 0. However, this algorithm is impractical for
Problem 1 for two reasons: (a) it requires solving a linear
program, which is impractical for a BS that needs to
solve Problem 1 once every 1ms; (b) its running time
becomes impractical for large values of D. In [34], a
dynamic programming algorithm for solving d-KP (the
d-dimensional Knapsack Problem) is presented. This
problem is similar to d-MCKP except that each item
has only one configuration. Using similar ideas to those
in [34], a dynamic programming for d-MCKP can be
devised. It returns an optimal solution, but its running
time renders it impractical when the number of RNs
grows. However, we later show that it can be invoked
as a procedure on small d-MCKP instances (D = 2 and
D = 3) to solve Problem 1.

A closer look at Problem 1 reveals an important
difference between it and d-MCKP: in Problem 1 each
item has at most two size dimensions while in d-MCKP
there are D. This difference allows us to define a new
theoretical problem called “sparse d-MCKP,” which will
be shown to be more equivalent to Problem 1 than d-
MCKP.

Definition 3: An instance of sparse d-MCKP consists
of a D-dimensional knapsack and a set of n items, each
with at most m configurations. Each configuration j of
item i has a profit pji ≥ 0 and a 2-dimensional size sji [1]
and sji [2], where sji [1] is the size of this configuration in
the 1st dimension and sji [2] is the size of this configura-
tion in some other dimension di, where di ∈ {2, . . . , D}.

3Let popt be the total profit of the optimal solution and α≥1. An
α-approximation returns a solution whose profit is at least popt

α
.

d−MCKP2−KP
difficult

less more

MCKPKnapsack sparse d−MCKP

Problem 1and

difficult

Fig. 4. Comparative difficulty of the various problems related to this
paper

In addition, sji [2] > 0 implies that sji [1] > 0 must
hold. The size of the D-dimensional knapsack is a
vector, [K[1], . . . ,K[D]], where each component is an
integer > 0. The objective is to find a feasible set of
configurations, with at most one configuration for each
item, such that the profit is maximized. A feasible set
of configurations is a set for which the total size of
the selected configurations in each dimension does not
exceed the knapsack size.

Since an instance to the sparse d-MCKP is also an
instance to d-MCKP, d-MCKP is computationally more
difficult than sparse d-MCKP. However, from the proof
of Lemma 2 it follows that solving sparse d-MCKP is at
least as computationally difficult as solving 2-KP. Figure
4 illustrates the comparative difficulty of sparse d-MCKP
and related problems.

Lemma 4: Problem 1 is equivalent to sparse d-MCKP.
Proof: We prove this by showing how to transform

an instance of Problem 1 into an instance of sparse
d-MCKP in polynomial time such that a solution for
the transformed instance will also solve the instance of
Problem 1. The other direction, namely, transforming
an instance of sparse d-MCKP into an instance of
Problem 1, can be proven in a similar way.

By Lemma 1, each transmission instance of a packet
is associated with the path BS→UE or BS→RNi→UE,
where UE is the destination of the packet and RNi is the
default RN for this UE. Using the same transformation
as in the proof of Lemma 3, we create an instance
of d-MCKP for which all configurations of the same
item have size > 0 in the first dimension, size ≥ 0 in
the default RN dimension, and size 0 in every other
dimension. Note that if the size in the default RN
dimension is > 0, so is the size in the first (BS) dimen-
sion. The resulting d-MCKP instance is now transformed
into a sparse d-MCKP instance in the following way.
Each D-dimensional d-MCKP configuration j of item i
with a vector size ŝji [1], . . . , ŝ

j
i [D] is transformed into a

sparse d-MCKP configuration in which di is set to the
dimension d > 1 whose size > 0. We set sji [1] = ŝji [1]
and sji [2] = ŝji [di].

V. SCHEDULING ALGORITHMS

This section is divided into two subsections. In the
first subsection we present a pseudo-polynomial time al-
gorithm, which uses algorithms for MCKP and 2-MCKP
as procedures, and prove that this algorithm returns an
approximation for Problem 1. In the second subsection
we present a water-filling algorithm for Problem 1. This
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algorithm does not have a performance guarantee, but
has a better running time and is simpler to implement.
Both algorithms are first developed in the context of
model-1 described in Section III-C. However, as we
show in Section VI, they can be easily adapted for
model-2 as well.

A. A Pseudo-Polynomial Time Algorithm

We now propose a pseudo-polynomial time algorithm,
which transforms any α-approximation algorithm for 2-
MCKP (A2-MCKP) and any β-approximation algorithm
for MCKP (AMCKP) into an (α · β)-approximation al-
gorithm for sparse d-MCKP. The algorithm divides the
items into D − 1 disjoint sets and solves an instance
of 2-MCKP for each set separately. Then, an MCKP
(which is equivalent to 1-MCKP) instance is generated,
in which an item configuration corresponds to a solution
for a 2-MCKP instance. The MCKP instance is solved
and all corresponding item configurations are returned
as a solution.

Algorithm 1: (An (α ·β)-approximation algorithm for
sparse d-MCKP)

1) Divide the items into D−1 disjoint sets according
to their di dimension (di ∈ {2, . . . , D}). The set
corresponding to di is denoted M [di].

2) For d = 2 . . . D:

For k = 0 . . .K[1] run A2-MCKP on M [d] with
knapsack size [k,K[d]]. Let SOLdk be the re-
turned solution.

3) Create a new MCKP instance as follows:

• The knapsack size is K[1].
• Each M [d] is transformed into an MCKP item

with K[1] + 1 configurations. The size of
configuration j (j ∈ {0, . . . ,K[1]}) is the
total size in the 1st dimension of SOLdj and
its profit is the total profit of this solution.
Thus, in the resulting MCKP instance, the
total number of items is (D − 1) and each
item has (K[1] + 1) configurations.

4) Run AMCKP to solve the MCKP instance. Each
configuration in the solution corresponds to a
subset of the configurations given in the original
sparse d-MCKP instance. Return the union of all
those subsets.

Lemma 5: If A2-MCKP is an α-approximation for 2-
MCKP and AMCKP is a β-approximation for MCKP,
Algorithm 1 is an (α · β)-approximation for sparse d-
MCKP.

Proof: Let OPT be an optimal solution for the sparse
d-MCKP instance. The chosen configurations in OPT
can be partitioned into D − 1 sets according to their di

dimension. For each set i, i = 2 . . . D, let si be the total
size in the first dimension of all configurations in this set,
and let pi be their total profit. In Step 2 of Algorithm 1,
when the inner loop reaches k = si (because si ≤ K[1])
and the outer loop reaches d = i (i.e., the items in
M [i] are considered), A2-MCKP is invoked on a 2-MCKP
instance with item set M [i] (all configurations of these
items from the sparse d-MCKP instance are considered)
and a knapsack size [si,K[i]]. Therefore, in the MCKP
instance created in Step 3 of the algorithm, the item
transformed from M [i] has a configuration whose size
in the first dimension is at most si and its profit is ≥ pi

α ,
where α is the approximation ratio of A2-MCKP.

We now show that the solution returned in Step 4
of Algorithm 1 is an (α · β)-approximation. First, note
that the solution returned by Algorithm 1 is feasible,
because (a) the knapsack size of the MCKP instance
created in Step 3 is K[1] and thus the total size in the
first dimension does not exceed the capacity; (b) for any
other dimension (d > 1), the MCKP instance created
in Step 3 contains at most one item whose size in this
dimension in one or more configurations is > 0 but
does not exceed the knapsack size. Let P (OPT) be the
total profit of OPT (the optimal solution for the sparse
d-MCKP instance). The profit of the optimal solution
to the MCKP problem returned in Step 4 is at least∑
i
pi
α = P (OPT)

α . Since in Step 4 AMCKP is invoked, its
output returns a β-approximation and thus its total profit
is at least P (OPT)

α·β . Finally, in Step 4, the union of all
original configurations has the same total profit. Thus,
the approximation ratio of the solution for the sparse
d-MCKP instance holds.

We now analyze the running time of Algorithm 1,
which depends on the running time of the procedures it
uses in Step 2 and Step 4 . Let T (A2-MCKP, n,m, k[1],
k[2]) be the running time of A2-MCKP on a 2-MCKP
instance with n items, each with at most m configu-
rations, and a 2-dimensional knapsack size [k[1], k[2]].
Algorithm 1 invokes A2-MCKP ((D − 1) · (K[1] + 1))
times. Let T (AMCKP, n,m,K[1]) be the running time of
AMCKP on an MCKP instance with n items, each with
at most m configurations and a knapsack size K[1].
The MCKP in Step 3 has (D − 1) items, each with
(K[1]+1) configurations and a knapsack size K[1]. The
total running time of Algorithm 1 is therefore O(D·K[1]·
T (A2-MCKP, n,m,K[1],maxi≥2{K[i]}) + T (AMCKP, D,
K[1],K[1])), where n is the number of items, each
with at most m configurations, in the sparse d-MCKP
instance. This running time remains practical even when
D (which is no more than R+2, where R is the number
of RNs).

The dynamic programming algorithm for 2-MCKP
can be used by Algorithm 1 in Step 2, and the dynamic
programming algorithm presented in [18] can be used
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by Algorithm 1 in Step 4. In this case both AMCKP
and A2-MCKP are optimal and thus Algorithm 1 is an
optimal algorithm whose running time is O(D ·(K[1])2 ·
maxi≥2{K[i]} · n ·m), where n is the number of items
(i.e., the number of packets waiting for transmission in
Problem 1) and m is the maximum number of item con-
figurations (i.e., the maximum number of transmission
instances for a packet in Problem 1). By Lemma 1,
m ≤ (M2 +M).

An additional improvement can be applied when the
dynamic programming algorithm for 2-MCKP is used by
Algorithm 1. We can avoid the loop in Step 2 and instead
generate the required K[1] + 1 solutions for each M [d]
set by running the dynamic programming algorithm
for knapsack size [K[1],K[d]], and then finding the
solution using the corresponding entry in the dynamic
programming array. This reduces the time complexity of
the algorithm to O(D ·K[1] ·maxi≥2{K[i]}· n ·m).

In practical systems, maxi{K[i]} is very small. For
example, in a 20 Mhz LTE system, maxiK[i] ≤ 100.
Consequently, in such systems the running time of
Algorithm 1 is practical for a BS that needs to run it
every 1ms.

B. A Water-Filling Algorithm

We now present a new polynomial time algorithm
for sparse d-MCKP, which is based on the heuristic
for d-KP presented in [18]. Unlike Algorithm 1, the
new algorithm does not have a theoretical performance
guarantee. However, it is simple to implement and its
running time is better than that of Algorithm 1 when the
latter uses the dynamic programming algorithms as its
sub-procedures. To describe the new algorithm we need
the following definition [18]:

Definition 4: The efficiency of a sparse d-MCKP
configuration j of item i is pji

sji [1]+s
j
i [2]

, where pji is the

profit of the corresponding configuration, and sji [1] and
sji [2] are its 2-dimensional size.

The algorithm first sorts the configurations in decreas-
ing order of their efficiency, and then considers them for
the solution in this order. Each configuration is added
to the final schedule if: (a) no previous configuration for
the corresponding item is already in the solution; and (b)
the resource pool in each dimension is not exceeded.

Algorithm 2: (A water-filling algorithm for sparse d-
MCKP)

1) Compute the efficiency for configuration j of
item i for each pair (i, j), i ∈ {1, . . . , n}, j ∈
{1, . . . ,m}.

2) Sort all the configurations of all items in decreas-
ing order of efficiency.

3) Go over the configurations list from the most effi-
cient to the least efficient; add each configuration

to the solution if (a) its item has not been selected
yet (in previous configurations); (b) it does not
exceed the resource pool in any dimension.

4) Return the resulting schedule.
Given that D ≤ n, sorting the configurations dom-

inates the running time of this algorithm, and its time
complexity is O(n ·m · log(n ·m)).

In Section VII we show that in practical cases the
performance of Algorithm 2 is very good. However, this
algorithm provides no theoretical performance guarantee.
As an example, consider the following sparse d-MCKP
instance. The number of dimensions is D = 2, the num-
ber of items is n = 2 ·M , each with one configuration
(m = 1); the weights and profits of items 2·i and 2·i−1
(i = 1, . . . ,M ) are s12i[1] = s12i[2] = s12i−1[1] = 1,
s12i−1[2] = M , p12i = 1, p12i−1 = M/2. The size of the
2-dimensional knapsack is K[1] =M , K[2] =M2. The
efficiency of all items whose index is an even number
is 1/2; the efficiency of items whose index is an odd
number is M/(2(M + 1)). Algorithm 2 will obtain
an aggregated profit of M while the optimal solution
is to pack all items whose index is an odd number,
thereby obtaining a total profit of M/2 ·M = M2/2.
Thus, the worst-case performance ratio of Algorithm 2
is unbounded.

VI. ADAPTING OUR ALGORITHMS TO MODEL-2

We have shown that Problem 1 is equivalent to sparse
d-MCKP for model-1. But this is not the case for
model-2 since here there are two BS scheduling zones
(Figure 2(b)). Thus, in each configuration of each item
(packet), there are at most 3 dimensions whose size can
be larger than 0: two correspond to the scheduling zones
of the two BSs (the first and second dimensions) and one
to the default RN’s scheduling zone. We can solve such
instances by applying a small change to Algorithm 1, as
follows:

• In Step 1 of Algorithm 1, the items are divided
according to the dimension of their default RN’s
scheduling zone. Thus, D−2 item sets are created:
M [d], for d ∈ {3, . . . , D}.

• In Step 2 we loop over all pairs (k1, k2) for
k1 ∈ {0, . . .K[1]} and k2 ∈ {0, . . .K[2]}. In each
iteration, a 3-MCKP instance, whose item set is
M [d] and knapsack size is [k1, k2], is solved using
an algorithm for 3-MCKP, A3-MCKP.

• In Step 3 we create an instance of 2-MCKP instead
of MCKP. Here, the knapsack size is [K[1],K[2]]

and each item has (K[1]+1) ·(K[2]+1) configura-
tions. Each configuration in Step 3 is created while
taking into account two dimensions (the two that
correspond to the BS scheduling zones).
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• We run A2-MCKP to solve the 2-MCKP instance in
Step 4.

Lemma 6: If A3-MCKP is an α-approximation for 3-
MCKP and A2-MCKP is a β-approximation for 2-MCKP,
the adapted version of Algorithm 1 is an (α · β)-
approximation for sparse d-MCKP in model-2.

Proof: The proof is similar to that of Lemma 5.
We now analyze the time complexity of the al-

gorithm. Let T (A3-MCKP, n,m, k[1], k[2], k[3]) be the
running time of A3-MCKP on a 3-MCKP instance
with n items, each with at most m configurations,
and knapsack size [k[1], k[2], k[3]]. The time com-
plexity of the algorithm is O(D · K[1] · K[2] ·
T (A3-MCKP, n,m,K[1],K[2],maxi≥3{K[i]})), since 3-
MCKP is solved instead of 2-MCKP. When the dynamic
programming algorithm is used as a procedure for solv-
ing 3-MCKP in Step 2, an additional improvement can
be made, similar to the one made for Algorithm 1, which
reduces the time complexity by a factor of K[1] ·K[2].

Next, we explain how to adapt Algorithm 2 for model-
2. For sparse d-MCKP under model-2, an item i has
at most 3 non-zero dimensions. However, since in each
configuration there are at most 2 dimensions whose size
can be larger than 0, we can run Algorithm 2, except that
D+2 dimensions should be considered. It is easy to see
that the running time and correctness analysis remain
valid.

VII. SIMULATION STUDY

In this section we present Monte-Carlo simulation
results for the algorithms proposed in the paper. The
purpose of this section is three-fold: (a) to compare
the performance of Algorithm 1 and Algorithm 2; (b)
to study the impact of various network parameters on
the performance of our algorithms; and (c) to study the
performance gain from using RNs.

A. Network Model

We consider a hexagonal network cell and its 2-
hop neighboring cells (total of 19 cells). Scheduling is
performed in this cell, while the surrounding cells are
considered for the calculations of the SINR experienced
by each receiver. Our interference model and parameters
are based on the 3GPP specifications [1] and on the
work presented in [33], [38], except that omni-directional
antennas are considered instead of directional antennas.
These parameters are summarized in Table II.

The system bandwidth is 20Mhz; thus, there are 100
scheduled blocks in every 1ms subframe. The average
size of each data packet is 3.5 scheduled blocks if it is
transmitted using [QPSK, 1/2], which is the most robust
MCS out of the 7 MCSs considered in this study. For
each MCS and link (BS→RN, RN→UE and BS→UE),

Parameter Value Parameter Value
network 19 BSs UE/RN 1.5mlayout height
system 1,500MHz TX 39dBmfrequency power
BS antenna 20m TX ant.

18.9dBiheight gain
inter-site distance 1,700m RN power 30dBm
num. of MCSs 7 system bw. 20Mhz

TABLE II
SIMULATION NETWORK PARAMETERS

the success probability of a transmitted packet is deter-
mined from the corresponding SINR value at the receiver
using data taken from [6]. Our utility function in this
section aims at maximizing the number of successfully
delivered packets. Thus, the profit from transmitting a
packet to a user using a particular MCS is taken as the
probability that the packet is successfully received over
the BS→UE or the BS→RN→UE links. The cost of
transmitting a packet is equal to the number of scheduled
blocks used in each link, which depends on the length
of the packet and the chosen MCS for each link. This
cost is rounded up to the nearest integer.

B. Interference Model

We start by describing how the SINR of each user is
calculated. Let pt(u) be the power received by UE u
from transmitter t, where t is either a BS or an RN. In
addition, let T (t) be the set of transmitters, other than
t, that transmit over the same subband used by t. The
SINR experienced by u is defined by:

γt(u) =
pt(u)∑

t′∈T (t)

pt′(u) + n0w
,

where w is the system bandwidth (20 MHz), n0 is the
thermal noise over the bandwidth w, and pt(u) is the
end power given by the following equation [33]:

pt(u) =pt − PLt(u) + gt(dBm).

In this equation, pt is the dBm power of antenna t,
and gt is the gain of this antenna. PLt(u) is the path
loss, estimated using the Hata propagation model. It is
calculated using the following equation [15]:

PLt(u) = 69.55 + 26.16 log10(f0)− 13.82 log10(zt)

− a(zu) + (44.9− 6.55 log10(zu)) log10(dt(u)),

where f0 = 1,500MHz is the transmission frequency, zt
is the height (meters) of t’s antenna, zu is the height
(meters) of user u, dt(u) is the distance (kilometers)
between u and the antenna of t, and a(zu) = 0.8+(1.1 ·
log10(f0)− 0.7) · zu − 1.56 log10(f0) is a function that
fits a small or medium sized city.

10



 1.1

 1.15

 1.2

 1.25

 1.3

 1.35

 1.4

 1.45

 1.5

 1.55

 1.6

 1.65

 0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9  1  1.1  1.2

p
ro

fi
t 

ra
ti

o

load

   UE in the edge factor = 10
   UE in the edge factor = 5

Fig. 5. The increase in performance from deploying 3 RNs in model-1
for two UE distributions
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C. Simulation Results

To draw one point on each of the graphs presented
in this section, we generate 100 random instances with
different seeds and average their results.

We start by evaluating the performance gain from
adding RNs. Throughout this section, the normalized
load is defined as the number of scheduled blocks
required to transmit all pending packets, if they are all
transmitted directly by the BS using the most efficient
MCS, divided by the total number of scheduled blocks
in a subframe over all subbands. Since the number of
pending packets is unlimited, the load can be greater
than 1. Throughout the simulations, we use the optimal
dynamic programming algorithms for AMCKP, A2-MCKP,
and A3-MCKP in Algorithm 1, therefore Algorithm 1 is
optimal.

We first consider model-1. The number of scheduled
blocks in the reuse-1 subband at the BS is set to 55 and
the number of scheduled blocks in the reuse-1/3 subband
available to each RN is set to 15. Since 55+3·15 = 100,
this reuse scheme utilizes all available subbands. Also,
since 55 ≥ 3 · 15, the BS has enough pending packets
in every subframe to fill up the next 1ms subframe
of 3 RNs. We found that for the considered network
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Fig. 7. The increase in performance from deploying 3 RNs in model-2
for two UE distributions

parameters (Table II), placing the RNs at a distance of
500 meters from the BS results in a reasonable SINR
for a BS→RN transmission and a reasonable SINR for
RN to cell-edge UE transmissions.

To see the benefit from adding RNs to a network,
we compare the performance to that of a network that
employs the same FFR scheme but does not employ
RNs. For a fair comparison, similar parameters are used
with and without RNs. Specifically, the same number
of scheduled blocks for reuse-1/3 and reuse-1 subbands
is considered. Under these parameters, the maximum
number of packets that can be scheduled in a subframe
with no RNs is 70 (15 in the reuse-1/3 subband and
55 in the reuse-1 subband), and the normalized load is
calculated according to this number. A UE is viewed as
a cell-edge UE if its distance from the BS is more than
700 meters, and its distance from some RN is shorter
than the distance of this RN from the cell edge. In this
case, the SINR for direct BS→UE transmission is very
low. This allows us to simulate practical scenarios where
RNs are placed in areas where many UEs have a poor
SINR for direct transmission by the BS.

Figure 5 shows the performance gain when 3 RNs are
placed in every cell. The y-axis shows the ratio between
the total profit obtained by Algorithm 1 for a network
with 3 RNs and the total profit obtained without RNs.
The latter is determined by a dynamic programming
algorithm that obtains an optimal solution. The x-axis in
this figure is the normalized load as defined earlier. The
figure shows 2 curves: in the lower curve a UE is 5 times
more likely to be a cell-edge UE than to be uniformly
located in the cell; in the upper curve this ratio increases
to 10. As expected, the increase in performance is greater
when there are more cell-edge UEs. In addition, we
can see that with RNs the performance of the network
increases by up to 60%. For small loads, the increase
is small since there are not many pending packets and
they can be scheduled in the reuse-1/3 subband of the BS
when no RNs are used. But, as the load increases, there
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is not enough reuse-1/3 bandwidth to accommodate all
these packets. When these packets are transmitted using
the BS reuse-1 bandwidth, they acquire a small profit
due to a poor SINR. With RNs, however, these packets
can be transmitted with good SINR through the RNs. As
the load increases further, there are more UEs closer to
the BS; these UEs do not require the assistance of the
RNs and thus the performance gain decreases.

For the parameters used for Figure 5, Algorithm 2
performs very close to Algorithm 1. Thus, the same
curves shown in Figure 5 for Algorithm 1 also represent
Algorithm 2. The reason for this is that with this set of
parameters, the efficiency of the transmission configura-
tions that use the RNs is very high, which makes them
attractive for selection by Algorithm 2.

In Figure 6, we reduce the distance for which a UE
is considered as a cell-edge UE from 700 to 500 meters.
A UE is now 5 times more likely to be a cell-edge UE
than to be uniformly located within the cell. Other than
that, we use the same parameters as for Figure 5. The
y-axis shows the ratio between the total profit obtained
by the algorithm (Algorithm 1 or Algorithm 2) and the
maximum profit obtained if all packets are transmitted
directly by the BS using the most efficient MCS. The
x-axis in this figure is the normalized load as defined
earlier.

This time, Algorithm 1 exhibits better performance
than Algorithm 2 for high loads. This is because for such
loads more cell-edge UEs have a reasonable SINR for the
direct BS transmissions. Therefore, such configurations
have a higher efficiency. Algorithm 2 is more likely to
choose direct BS→UE configurations, and it obtains a
smaller profit.

The performance gain due to the addition of RNs in
the setting of Figure 6 is smaller compared to the gain
in the settings of Figure 5. This is expected, since more
UEs can be reached directly by the BS.

We now consider model-2. Recall that the decision
about whether model-1 or model-2 should be used de-
pends on many factors and regulations that are beyond
the scope of this paper. However, we compare the
performance of our algorithms in two different models
to show that they are generic and they work well in
different models. Since the interferences are different for
these two models, some network parameters, such as the
location of the RNs, are determined separately for each
model.

As we did for model-1, we start with 3 RNs. All the
parameters remain the same as in model-1, except that
now, because reuse-1 is employed by the BS and RNs,
each BS and each RN has 100 scheduled blocks. In
addition, the distance of the RNs from the BS increases
to 700 meters. The RNs are required to be closer to the
cell edge in order to have a reasonable SINR for the

transmissions from the RNs to cell-edge UEs. Figure 7
shows the performance gain when 3 RNs are placed in
every cell. The y-axis shows the ratio between the total
profit obtained by Algorithm 1 for a network with 3 RNs
and the total profit obtained when RNs are not used.
The latter is determined by a dynamic programming
algorithm that obtains an optimal solution. The x-axis in
this figure is the normalized load as defined earlier. Since
model-2 schedules 2 consecutive subframes together (see
Figure 2(b)), in each subframe we set the number of
packets for the cell with no RNs to be half of the number
of packets when the cell has RNs. This is necessary in
order to fairly evaluate how the addition of RNs affects
performance.

We can see in Figure 7 that for low loads, the addition
of RNs results in much higher profit gain compared to
Figure 5. This is because when reuse-1 is employed,
cell-edge UEs experience significant interference from
neighboring cells. Their SINR for direct BS transmission
is so low that they cannot be reached without the
assistance of an RN. When the load increases, some UEs
are closer to the BS and thus can receive their packets
directly. Therefore, the profit ratio decreases.

The next scenario for model-2 is obtained by reducing
the distance for which a UE is considered as a cell-
edge from 700 to 500 meters. In contrast to model-1,
it turns out that even in this case the performance of
Algorithm 2 is very close to the optimal solution. This is
because the RNs and BS use the same subband, and they
interfere with each other. Consequently, a packet can
have a reasonable SINR for direct BS→UE transmission
or for BS→RN→UE transmission, but not for both. This
leads to a good transmission success probability and
to good efficiency only for one configuration, which is
likely to be selected by Algorithm 2.

Finally, we increase the number of RNs to 6. For
model-1 we set the number of scheduled blocks in the
reuse-1 subband to 70 and the number of scheduled
blocks in the reuse-1/3 subband of each RN to 10.
These parameters are chosen such that there are sufficient
scheduled blocks for the BS to transmit enough packets
to each RN simultaneously in the same subframe. In
model-1 the RN distance is 500 and in model-2 it is
700. In both models a UE is considered as a cell-edge
if its distance is ≥ 700 meters from the BS, and its
distance from the RN is not more than the distance of
the RN from the cell edge. The results are shown in
Figure 8(a) for model-1 and Figure 8(b) for model-2.
While increasing the number of RNs allows better spatial
reuse, it also increases the interference experienced by
each RN. Therefore, with 6 RNs each RN uses a more
robust and less efficient MCS for its transmissions, and
the performance gain is similar to that experienced for
3 RNs.
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Fig. 8. The increase in performance from deploying 6 RNs for two UE distributions

VIII. CONCLUSIONS

We defined the scheduling problem for an OFDMA
cell with relay nodes (RNs) as a new optimization
problem called sparse d-MCKP and proved it is NP-
hard. We developed an algorithm with a performance
guarantee for solving this problem and a water-filling
algorithm with a lower time complexity. We focused
on a specific frequency reuse model and evaluated the
performance of the two algorithms for this model. While
the algorithms were presented in this specific context,
they can be easily adapted to other reuse models of
OFDMA networks with RNs. We used an extensive
simulation study to evaluate the two algorithms. Our
main conclusion is that our water-filling heuristic is
usually as efficient as our approximation, even if the
latter is implemented such that its results are optimal.
We also showed that increasing the network throughput
with RNs is not a trivial task, and it depends on the
location of the RNs and the UEs, and on the number of
scheduled blocks available to each RN.
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APPENDIX

Proof of Lemma 2

In [18] it is shown that 2-KP is NP-hard. In [20]
it is shown that it is also unlikely to have an EPTAS.
We first show how to transform an instance of 2-KP
into an instance of Problem 1 in polynomial time such
that a solution for the transformed instance will also
solve the 2-KP instance. We use a network with a
single RN (i.e., R = 1). Without loss of generality,
let the knapsack size be K for each dimension. The
first dimension is transformed into a BS scheduling
zone with K · (n + 1) + n scheduled blocks, where
n is the number of items in the 2-KP instance. The
2nd dimension is transformed into an RN scheduling
zone with K scheduled blocks. Every 2-KP item i is
transformed into a transmission instance of a data packet
whose profit is set to pi. The path and MCSs for this
transmission instance are determined as follows:
• If si[1] > 0 and si[2] > 0, the path for the trans-
mission instance is BS→RN→UE. The data packet

size and MCSs are chosen such that (n+ 1) · si[1]
scheduled blocks are required in the BS scheduling
zone and si[2] scheduled blocks are required in the
RN scheduling zone.
• If si[1] > 0 and si[2] = 0, the path is BS→UE.

The data packet size and MCS are chosen such that
(n+ 1) · si[1] scheduled blocks are required in the
BS scheduling zone.
• If si[1] = 0 and si[2] > 0, the path for the
transmission instance is BS→RN→UE. The data
packet size and MCSs are chosen such that one
scheduled block is required in the BS scheduling
zone and si[2] scheduled blocks are required in the
RN scheduling zone.

Note that this is a valid input to Problem 1, since each
packet is either transmitted only in the BS scheduling
zone or in the scheduling zones of the BS and the
RN. The above transformation can be performed in
polynomial time.

Given an instance of 2-KP and a solution to the
corresponding transformed instance of Problem 1, we
can easily convert this solution to a solution for the
original 2-KP problem. In fact, the selected set of items
is also an optimal solution for 2-KP. This is because
the only change in the item sizes is made in the first
dimension, and at most n items whose size in this
dimension is 1 are selected. Each other item i has a
size of at least zi · (n+ 1), for some integer zi > 0.
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